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PURPOSE
This document gives an introduction to Oracle Partitioning functionality and demonstrates Partitioning an existing Oracle table using EXCHANGE PARTITION clause.
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Introduction to Oracle table Partitioning
Partitioning allows a table, index, or index-organized table to be subdivided into smaller pieces, where each piece of such a database object is called a partition. Each partition has its own name, and may optionally have its own storage characteristics.
Any table can be partitioned into separate partitions (even those including BLOB or CLOB datatype columns) except tables having columns of LONG or LONG RAW datatypes.
When to Partition a Table
1) A table is candidate for partitioning if its size is > 2 GB.

2) If a table contains historical data and data for each new type is added into a new partition.
Benefits of Table Partitioning
Partitioning can provide tremendous benefit to a wide variety of applications by: 

1) Improving performance 
i) Partition pruning: only relevant partition is accessed as per query, others are not accessed. 
ii) Partition-wise joins: when tables are joined on partition key, join is done between each of the partitions, completing the overall join in less time. 

2) Manageability: DBA can maintain (backup etc) a table portion wise

3) Availability: if one partition is unavailable, others will remain intact and up.
Partitioning Methods / Types of Partitioning
1) Single-Level Partitioning ( Range, List and Hash.
2) Composite Partitioning ( Range-Range, Range-List, Range-Hash, List-List, List-Range, List-Hash

(For more info on the above types of partitioning, Oracle documentation can be referred)
Example 1

Below is a demonstration of Range partitioning
--Create a test table with Partitioning
CREATE TABLE TEST_EMP

  (

    "EMPNO"  
NUMBER(4,0),

    "ENAME"  
VARCHAR2(10 BYTE),

    "SAL"    
NUMBER(7,2),

    "COMM"   
NUMBER(7,2),

    "DEPTNO" 
NUMBER(2,0)

  ) 

  partition by range (deptno) (

  partition p_dept_1 values less than (10) ,

  partition p_dept_2 values less than (20) ,

  partition p_dept_3 values less than (30) ,

  partition p_dept_4 values less than (MAXVALUE)) ;
--Below query verifies if a table is Partitioned or NOT. Column named 'partitioned' in table USER_TABLES/DBA_TABLES denotes it.
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Note: TABLESPACE_NAME is NULL for a partitioned table as the table is not a segment but a set of segments and these partitions/segments have their tablespace. You can find the default tablespace (the one you give in CREATE TABLE statement) in %_part_tables views, DEF_TABLESPACE_NAME column

--Inserting some data into PARTITIONED_TABLE (emp_33 is classic employee data table containing 15 rows)
insert into TEST_EMP select * from emp_33;  
commit;
 --Gather table stats

  EXEC DBMS_STATS.gather_table_stats('SCOTT', 'TEST_EMP', cascade => TRUE);
 --Can view info regarding partitions using table USER_TAB_PARTITIONS. See the number of rows belonging to each partition. 
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Note: NUM_ROWS column above would have appeared NULL in case table stats had not been gathered. 

--Also, we can select rows from a single partition of a partitioned table by specifying the keyword PARTITION in the FROM clause.
  select * from TEST_EMP PARTITION (p_dept_1) -- Will give all deptno < 10

  select * from TEST_EMP PARTITION (p_dept_2) -- Will give all deptno < 20

  select * from TEST_EMP PARTITION (p_dept_3) -- Will give all deptno < 30

  select * from TEST_EMP PARTITION (p_dept_4) -- Will give all deptno which does not belong to  

                                                                                             rest of the partitions.

  --MAXVALUE represents a virtual infinite value that sorts higher than any other possible value 
      for the partitioning key, including the NULL value.

[image: image3.png]WARD 1250
MARTIN 1250
BLAKE 2850
TURNER 1500
JAMES 950
MARK ALLEN 3400

1400

280

30
30
30
30
30




Note: Number of rows belonging to each partition (given by NUM_ROWS column before above query) is same as shown by query against each partition.

--Now it can be seen from EXPLAIN PLAN that only relevant partition is scanned and not other partitions (i.e. increased performance noted especially in case of large tables. This is Partition Pruning)
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Example 2

Partitioning an Existing Table using EXCHANGE PARTITION
Suppose there is a large table, querying data from which has become time consuming due to its size. Using Exchange Partitioning, that table can be converted into a partitioned table. Idea is to put table data into a new partitioned table (or staging area) so that original data remains intact for use for time being and staging area also remains separated from live database given the fact that creating a new table partition is resource intensive. Here is demonstrated partitioning of table TEST_EMP using a temporary staging table TEST_EMP_PART.
--We will re-use same table ‘TEST_EMP’ (used in above example) for this example.     Let’s drop it first:
DROP TABLE TEST_EMP;
--Still the partitions are visible. It’s because table is still in recyle bin.
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  --PURGE RECYCLEBIN; will remove any data that belongs to recycle bin

  PURGE RECYCLEBIN;
  --Now below query won't show partitions belonging to dropped table

SELECT table_name,partition_name, tablespace_name, high_value,num_rows 
FROM  user_tab_partitions;
--Lets create the NON-PARTITIONED table that will be partitioned further 

CREATE TABLE TEST_EMP AS SELECT * FROM EMP_33 --Add some constraints too
  --Its not partitioned as indicated below by ‘partitioned’ column
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--Gather table stats

  EXEC DBMS_STATS.gather_table_stats('SCOTT', 'TEST_EMP', cascade => TRUE);
  --Create a Partitioned Destination Table

  CREATE TABLE TEST_EMP_PART

  (

    "EMPNO"  NUMBER(4,0),

    "ENAME"  VARCHAR2(10 BYTE),

    "SAL"    NUMBER(7,2),

    "COMM"   NUMBER(7,2),

    "DEPTNO" NUMBER(2,0)

  ) 

  partition by range (deptno) (

  partition p1 values less than (MAXVALUE) );

 --Add similar constraints as main table above
 select table_name, tablespace_name, partitioned from dba_tables where table_name='TEST_EMP_PART'
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 SELECT table_name,partition_name, tablespace_name, high_value,num_rows FROM user_tab_partitions;
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--EXCHANGE PARTITION: We now switch the segments associated with the source table and the partition in the destination table using the EXCHANGE PARTITION syntax.
ALTER TABLE TEST_EMP_PART
EXCHANGE PARTITION p1
WITH TABLE TEST_EMP

 WITHOUT VALIDATION

UPDATE GLOBAL INDEXES; 
           --WITHOUT VALIDATION is normally a fast operation because it involves only data dictionary 
               updates.

           --Unless we specify UPDATE GLOBAL INDEXES, the database marks UNUSABLE the global indexes.
  --Now, partitioned table will have main table's data. See  ‘num_rows’ column in below query.
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--Once this is complete we can drop the old table and rename the new table and all its constraints.
DROP TABLE TEST_EMP;

RENAME TEST_EMP_PART TO TEST_EMP;
  --Table TEST_EMP is partitioned now as indicated below by ‘partitioned’ column
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--SPLIT PARTITION: Next, we split the single large partition into smaller partitions as required (Note how p1 is used in below commands).
ALTER TABLE TEST_EMP SPLIT PARTITION p1 AT (10)  INTO (PARTITION p1_1, PARTITION p1); ALTER TABLE TEST_EMP SPLIT PARTITION p1 AT (20)  INTO (PARTITION p2_1, PARTITION p1); ALTER TABLE TEST_EMP SPLIT PARTITION p1 AT (30)  INTO (PARTITION p3_1, PARTITION p4_1);
Hash partitions cannot be split.
--Gather table stats

  EXEC DBMS_STATS.gather_table_stats('SCOTT', 'TEST_EMP', cascade => TRUE);
--Now it can be seen below that table TEST_EMP has been partitioned
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--Now data can be queried on a partition basis as was done previously
select * from TEST_EMP partition (p1_1); -- Will give all deptno < 10

 
select * from TEST_EMP partition (p2_1); -- Will give all deptno < 20

select * from TEST_EMP partition (p3_1); -- Will give all deptno < 30

select * from TEST_EMP partition (p4_1); -- Will give all deptno which does not belong to rest of 
the partitions.
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